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Preface

The DARPA Data Reorganization Effort, funded by the Information Technology Office (ITO) under BAA9706 (Mercury Computer Systems, Inc. is the prime contractor; MPI Software Technology, Inc. is a subcontractor), is a focused effort aimed at providing specific attention on the problem of data reorganization in High Performance Computing, with some special emphasis on embedded High Performance Computing.  In particular efforts to examine Application Programmer Interfaces (APIs), algorithms, and application requirements are in scope. Both "transpose" and "reshape" issues are in scope; both clique and bi-partite redistribution is in scope. 

1 
Introduction


1.1  Purpose of This Document
Administrative notes - make sure to also mention:

· Doc serves as an intro to the DR parallel sw devel approach

· Doc presents a special instantiation of the API geared toward integration w/ MPI

· Doc shows by example the benefits of using a DR API over explicit message passing
In a parallel application, data locality is extremely important. The correct association of data with a particular processor at the right step in an algorithm has a direct impact on performance. Many parallel algorithms require extensive data reorganization between steps of the algorithm.  One of the most classic forms is the “corner turn” reorganization of a 2-D array for the processing of SAR imagery.  However, there is no well-defined Application Programming Interface (API) to implement this and other complex data reorganization methods.  If a standard API could be introduced to address data reorganization, the application programmer can concentrate on more important issues involved with complex numerical algorithms with the assurance the data reorganization is optimized for the application platform.

This document will provide a set of guidelines for the definition of the Data Re-organizaiton Interface (DRI) API’s in forthcoming middleware developments.  The guidelines specify objects that describe distributed data sets and operations on those objects that effect the data transfer. The DRI API will be described in this document. Design goals, assumptions, and considerations will be outlined along with the presentation of the objects, descriptors, and operations. Some elements of the API are best suited toward the middleware design while others apply toward the design of hardware and/or firmware.

1.2   Problem Space and Concepts
Administrative note - make sure to mention and define:

· global data, process sets, partitioning approaches and commonly used formulas, local memory layouts (dimension ordering, stride specification, alignment specification), overlap, SPMD(clique) and bipartite(pipeline) data reorganization approaches.
· Also - multibuffering in pipelines

· "Flow control" data reorgs (one large DR executed "piecemeal" to interleave processing and I/O - potential utility for large-data 2D/SAR processing.
In the remainder of this document, assume that a data set D, a source process set S1, and a destination process set S2. The data set begins distributed over the source process set and ends distributed over the destination process set. By “distributed” we mean that each process is responsible for a particular piece of the data. This section details some basic assumptions about D, S1, S2, and the way that data is moved between them.

We consider cases where S1 and S2 are separate (that is, where the process graph is bipartite) and where they are the same. 

Two processes may be responsible for the same part of D, in which case the data is said to be distributed in an overlapping fashion. Support for overlapping data is important for many applications.

In the initial version of this API, the user will explicitly describe the way in which D is partitioned over S1 and S2. A future version of the API may include tools that allow the user to set some guidelines and allow the API to vary the distribution according to those guidelines.

In the remainder of this document, we give examples of data re-organization algorithms that are in common use for various applications. Several APIs have been developed to support the data re-organization requirements of these different applications: these are listed in the appendix.




1.3  Rationale for the Data Reorganization API Approach




 
There is much research into common but complex data reorganization methods. This research must be referenced to build a common base for data representation in a way that can enable the middleware to optimize the data reorganization for various numerical algorithms.  Studies will include current data reorganization requirements, research into current solutions, and development of API design requirements to optimize the data reorganization for applications.

DISCUSSION: 

Can hardware solutions be applied to help support the API?

1.3.1 Ease of Development
· Talk about the high-level description approach for partitioning + smart implementation to "compute" transfer specifics. 
· Helps to deal esp. with distributed-memory NUMA reality - no explicit message passing required (for data reordering).
1.3.2 High Performance by Design
· Define early-binding approach here

· Helps to deal with distributed-memory NUMA reality - expert knowledge of how to best perform data reorg on a specific platform is implemented in a suitably-designed API (use existing store-and-forward vs. single-stage language in a later section).
1.3.3 Embedded High Performance Computing Special Emphasis
· "Special memory" and DMA engines
· Early-binding as a way to "prime" DMA engines (Jon Greene)
· Importance of multibuffering (impact on processor utilization - again DMA!)
1.4 Data Reorganization Examples

1.4.1 Corner Turn

Administrative note: this section defines pipelines/cliques that I propose be moved into a previous section.

Data re-organization occurs in a number of different applications. As a typical example consider a generic signal processing application. Assume that data arrives from four signal processing “channels” and that the data from each channel is distributed to a single processor. This might be done so that channel-specific operations such as equalization and filtering can be performed in parallel on the four processors.  It is common in signal processing applications for operations that require data from different channels to be performed in the second step of processing. The data must be re-arranged to perform these operations. In signal processing, this is referred to as a “corner turn.” Figure 1-1 illustrates the distribution of a 4 by 8 data matrix among 4 processors before and after a corner turn.
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Figure 1-1: Corner Turn’s Effect on data distribution

The corner turnxe "corner turn" concept is simple, but the actual operation may put heavy requirements on system bandwidth and memory resources. Therefore, the corner turn operation is a good consideration for data reorganization.  The corner turn requires that each element in a sub-matrix is transposed and each sub-matrix is passed on to a different place in memory.

This simple example illustrates many of the general issues associated with data re-organization. 

1. The source and destination processors may be the same, or they may be different. There may be different numbers of processors in the two sets.

2. The source and destination distributions have different distributed dimensions.

3. Each destination processor must receive a message from several source processors, and put the data from that message into the appropriate place in memory. Obviously, the appropriate place changes depending on the size of the source and destination process sets and the distributed dimension.

4. If the destination matrix is stored in column-major order, then the data from the four source processors must be interleaved to produce the piece on each destination processor. This may require extra storage and copying, and may require efficient use of underlying hardware resources such as DMA engines.

5. Data will be streaming in continuously in many signal processing applications. The setup required for these operations should be done once, and consecutive operations should re-use resources.

 Now extend the problem further to a full-blown signal processing application, in which multiple signal processing modes require different data sizes and different distributions of the data to achieve the required throughput. Clearly, one would like to have a common way for the user to set up and specify these transfer operations. In order to do this, the user must specify the overall data set and the source and destination processor sets. The layout or mapping of the data set onto the processors must also be described. The system, in turn, must take all this information and give the user a way to start and stop specific transfer operations. In the next section, we propose objects which meet these requirements.

DISCUSSION:  

This section should include other examples which motivate overlap and show non-signal-processing applications if we know of any.
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Figure 1-2: Corner Turn Algorithm

1.4.2 Corner Turn Metric

One particular example of a metric for this algorithm was developed to move and redistribute elements from one contiguous segment of memory into completely different contiguous segments of memory.
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Figure 1-3: Corner Turn Metric

There are also other cases, where a single “slice” or several “slices” of a cube are extracted.  However, in all cases, sub-partitioning of a larger dimensioned instance of data into lesser dimensioned instances will be done in regular Cartesian based partitions.

1.4.3 Data Overlap
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We use a signal processing example: when multiple spectra are collected to give an average reading, the next average is started before the previous one is finished. If the overlap is 50%, then spectra #2 contains the last half of #1 and the first half of #3 and so on. The reason for doing this is to increase collection speed. There may be a smoothing effect as well.  This example also serves to illustrate that DSP technology, which is often resource constrained will also be using the DRI API.

1.4.4 Bipartite Graph Example

To be completed

2  Data Organization Descriptors and Objects

Assume a data set D, a source process set S1, and a destination process set S2. The data set begins distributed over the source process set and ends distributed over the destination process set. By “distributed” we mean that each process is explicitly assigned responsibility for a particular piece of the data. This document specifies data structures that describe D, S1, and S2, and the distribution of D onto each process set. As defined here, these data structures do not directly interact with the user’s data set or control process objects: they are simply descriptors that the user creates based on the application’s uses for the data. Once the descriptions of D, S1, S2, and the mappings have been made by the user, they are used to create the transfer object. This object stores internal data that the machine uses to perform the data transfer. The object-based approach allows memory allocation and control information to be hidden from the user.

In this section, we propose descriptor objects for the data set D, the process set(s) S1 and S2, and the mapping between them. In the next section, we propose a transfer object and associated operations.

As we saw in the previous chapter, the system needs a description of the data and its mapping to the parallel processor to optimize the data reorganization process. The key pieces of information are the size and shape of the global data object, the size and shape of the process set, a description of the partitioning, and a description of the local data organization. In this chapter, we propose objects to store this information. Each object is assumed to include defined operations to access each of its members, a constructor, and a destructor.
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Figure 2-1: Data Object

2.1 Global Data Set and Process Set Objects
The global data set can have up to four (five?) dimensions. The descriptor must store the number of dimensions, the size of each dimension, and the size of the data elements process set object is almost exactly the same, except that no data element size is required: it consists of just a number of dimensions and a size for each dimension. 

The process set over which a data set is distributed may have any number of dimensions: for example, a large two-dimension matrix may be distributed over a three-dimensional process set, or a three-dimensional data set may be distributed over a two-dimensional process set.

DISCUSSION:

Should we address this as  five dimensions (see notes)?

Should we limit our description of distributions to n-dimensional structures (n<=5) distributed over p-dimensional process sets for p<=n?

What is the relationship of the process set object to the underlying communication object, say, the MPI communicator or PAS pset?

2.2 Overlap Object

2.3  High-Level Partitioning Object
Administrative note:

· The API has changed a lot since this writing

· This should now reflect more-or-less the high level DRI_distspec object and how (at a high-level) data partitioning is specified by the user (i.e., per-dimension specification of block or block-cyclic partitioning parameters). Could relate this type of specification back to the proposed "formulaic" descriptions of these approaches in earlier section.
The global data set and the process set are tied together with the partitioning description object. Given the size of the global data and the number of partitioned dimensions, there is a maximum number of partitions possible. These partitions are named in the table below. In each dimension, an arbitrary block-cyclic partitioning should be possible: such a partitioning can be described with a single blocking factor.  When the partitioning object is constructed, the user must specify the dimension of the process set over which each dimension of the data set is distributed.

For SAR and similar applications, it is desirable to allow processors in the same dimension to store some redundant data. The data on different processors is said to overlap. (It is suggested that data overlap should only be allowed for a block partition of the data cube.) Overlapping data has to be described with two parameters, a left and a right overlap, to allow for the possibility of an asymmetric overlap in a particular dimension. This could occur, for example, in support of fast convolution by the overlap-and-save method, where each processor needs a copy of some data belonging to the previous processor.EDITORIAL NOTE: Add pictures of data distribution methods, cyclic, block overlapped, tiled,
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Figure 3-2: Table of possible groupings of partitioned dimensions over the Dimensionality of the global data.


These partitions are named as shown in the following list. 
(data, part)
------------
(1, 0): WHOLE
(1, 1): PART_X


(2, 0): WHOLE
(2, 1): PART_X, PART_Y
(2, 2): PART_XY (TILE_XY or, simply, TILE)

(3, 0): WHOLE
(3, 1): PART_X, PART_Y, PART_Z
(3, 2): PART_XY, PART_XZ, PART_YZ
(3, 3): PART_XYZ (TILE_XYZ or, simply, TILE)

(4, 0): WHOLE
(4, 1): PART_X, PART_Y, PART_Z, PART_T
(4, 2): PART_XY, PART_XZ, PART_XT, PART_YZ, PART_YT, PART_ZT
(4, 3): PART_XYZ, PART_XYT, PART_XZT, PART_YZT
(4, 4): PART_XYZT (TILE_XYZT or, simply, TILE)


2.4 Memory Layout Object

Administrative note: 
· this probably needs to be updated to reflect the current API (DRI_LAYOUT_PACKED_012 type of terminology). - but this is still a "notional" specification of what a memory layout object should contain.

· Need to add alignment control
The memory layout object describes local memory organization. It consists of a stride for each dimension of the global data object. We allow implicit stride specifications. For example, consider 3D:

PACKED_XYZ => x_stride = 1, y_stride = x_length,
z_stride = x_length * y_length

PACKED_ZXY => x_stride = z_length,
y_stride = z_length * x_length,
z_stride = 1

x_stride = PACKED_Y (= K * y_length)
y_stride = K
z_stride = PACKED_X (= K * y_length * x_length)

This permits fully packed and sub-tensor instantiations without needing to know the lengths of each dimension, the number of processors in the partitioning or the actual partitioning algorithm across the processors. When accessing an instantiation of a distributed data object (e.g., after a transfer), all fields are returned with the correct stride values.

2.5 Data Distribution Object

· This is really just an aggregation of previously-created objects (global data, process set, high-level distribution spec, local memory layout)

· Adds the ability to specify logical process-set dimensionality to gain additional control over actual partitioning performed

· This is where the real partitioning calculation takes place - resulting details are stored in this object
2.6 Objects (PROPOSAL: Mine for useful parts, and then delete this section).

Data Description

· Dimensions

· Sizes of each dimension

· Local storage

· Data types or element sizes


Data Distribution

· Index order

· Global permutation

· Number of processors

· Dimensionality
· Density

In the following description of a distributed data object, we leave out all process[or] and buffer (i.e. location) information.

Process Set Object
------------------
For describing a distributed data object, we minimally require the number of processes (nprocs) in the set. Nprocs can instead be made part of the partitioning object (see below) but it's cleaner to leave it separate.

We may decide its useful to define a cartesian process shape (1D, 2D, ...) but this gets complicated so, for now, we  assume a linear mapping of the data set onto a process set.

Process Set
nprocs
...

Data Shape Object
-----------------
A data shape object simply describes a cartesian data set of a particular dimension (1, 2, ...). Note that strides are deliberately excluded as this effectively determines memory layout (i.e. see below) which may be bound to a data shape object to describe the local instantiation of a distributed data set. The data dimension object does not require that the data set actually exist in any memory(ies).

Also note the choice to include element size (in bytes) as this may be viewed as another dimension,  (this may be debatable).

DRI_shape
dimensions (e.g. DATA_1D, DATA_2D, ...) (can actually determine this by the first 0 length value) element_size (e.g. 4, 8, ...) 

x_length
y_length
z_length
t_length

Partitioning Object
-------------------
The partitioning object defines how the data set is partitioned. It consists of a partitioning type combined with two overlap values (left and right) for each partitioned dimension (may be 0). We may want to insist that the left and right overlap values be the same (symmetric) when specifying the object. However, when accessing the object for a specific distribution (local instantiation), the two values neatly handle the edge cases (e.g. corner of an image) where they may in fact be different.

DRI_part
[nprocs] (the partitioning object can exist without this)
partitioning type (e.g. WHOLE, PART_Y, PART_XY, ...)
x.left_overlap
x.right_overlap
y.left_overlap
y.right_overlap
z.left_overlap
z.right_overlap
t.left_overlap
t.right_overlap

Memory Layout Object
--------------------
The memory layout object determines memory layout. It is defined by D element strides where D is the dimensionality of the bound data shape object.

DRI_memory_layout
x_stride
y_stride
z_stride
t_stride

When specifying the object, we should allow the following sorts of implicit specifications. Consider 3D:


PACKED_XYZ => x_stride = 1, y_stride = x_length,
z_stride = x_length * y_length

PACKED_ZXY => x_stride = z_length,
y_stride = z_length * x_length,
z_stride = 1

x_stride = PACKED_Y (= K * y_length)
y_stride = K
z_stride = PACKED_X (= K * y_length * x_length)

This permits fully packed and sub-tensor instantiations without needing to know the lengths of each dimension, the number of processors in the partitioning or the actual partitioning algorithm across the processors.


When accessing an instantiation of a distributed data object (e.g., after a transfer), all fields should be returned with the correct stride values.

So, continuing to ignore location, a distributed data object consists of a process
set object (really, just nprocs), a data shape object for the "virtual" data set, a partitioning object and, finally, a memory layout object for the local piece (source) or piece(s) (destination) of the distribution.

A transfer object should include both a source and destination distributed data object and be constructed prior to the transfer (early binding). It may allocate local scratch memory for better performance (e.g. packing and unpacking).

For performance, the API should have an "unpack" call for "readying" the transfer (e.g. local transpose), which may be a nop, a transfer call to be applied to the unpacked local data (these two can certainly be combined into one function for typical usage) and a "repack" call by the destination process(es) (after the transfer) for laying out the data as desired (may be a nop).

The repack (or separate access) call should give back to the caller all the necessary information for accessing the local data set. This should include the local address of the buffer, the local shape, partitioning and memory layout and, possibly, the global shape and global coordinates of the start (min_x, min_y, min_z, min_t) of the local shape within the global shape.

The memory layout is provided in both the source and destination distributed data specifications to allow the implementation to deliver the data as desired, in which case the subsequent repack call does no data reordering

2.7  

2.8 Leveraging Existing Middleware Structures
· Mention objects for which there is opportunity to leverage existing middleware (e.g., datatypes, process sets)

· Other objects presented so far are data-reorg unique and must be present in DR implementations

· NOTE: we haven't yet talked about channels and buffersets - those are clearly opportunities to leverage other middleware (notably MPI/RT), but we present them in the next section.
3 Data Reorganization - Establishment and Execution
The data descriptors mentioned in the previous section enable the system to create a transfer object. Operations on this object start and stop the transfer and indicate the status. This chapter describes the transfer object and issues related to it.

3.1  Transfer Mechanics
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The transfer can be viewed as a three phase operation as shown above in Figure 3-1. 

In the first phase, “organize”, data is readied locally for transfer. This may involve copying to some data buffers which may have been pre-allocated. The second phase is where the inter-processor communication takes place. In the third phase, the results may be locally “re-organized” at the destination. The objects are opaque to the library in that contents of the matrix are not examined. The intermediate forms of the matrix should be opaque to the user. 

The "organize" and "reorg" steps are under the API, but they are invisible to the user.  The rationale for this is that on  different architectures the best implementation or ordering of these operations may be different.

DISCUSSION:

(Should the original matrix still be accessible after the setup phase?)Doesn’t the paragraph above directly contradict the paragraph below?

For performance, these three phases may be three separate calls. This allows the organize phase for one data transfer operation to be overlapped with the communication phase for another operation. Many times, a user will want to have a single call, which either sets up the communication and sends the data or receives the data and rearranges it.  In any case, it should be possible for the user to choose blocking or non-blocking versions of the transfer operation.

Two major classes of algorithms for transposition exist: direct-send, and store-and-forward. In the direct-send algorithm, each source processor sends the data packet directly to each destination processor. In store-and-forward algorithm, messages are sent in several steps: data passes through an intermediate destination at each stage before arriving at its final destination. The best choice of algorithm for a given problem depends on the relative magnitude of communication overhead, communication bandwidth, and processor speed for the given machine. (We should provide a more detailed example, showing models of computation, communication, and copying, and a crossover point between the algorithms.) DMA engines can have a particularly beneficial effect on this process, allowing the main processor to proceed with other computation while the first and last copies for a direct-send algorithm (or the intermediate copies in a store-and-forward algorithm) take place.

3.2 
Early Binding and Memory Allocation

If the communication patterns of a system are known ahead of time, then the implementation can make resource decisions before entering its operational mode. This is referred to as early binding. In order to transfer data, the system must know the data movement algorithm and the amount of buffer space required. To make these decisions, the implementation must be able to turn the transfer descriptions given by the user into a model of the time required for computation, communication, and copying operations, and the amount of memory required. A direct-send algorithm can be chosen if copying is relatively expensive: a store-and-forward algorithm can be chosen if message overhead is high. Buffer space may also be the limiting factor: the sends may be done in a number of stages to preserve buffer space. There may be situations where it would be advantageous to lay out the buffer memory in a particular order for alignment reasons, or place the memory in a particular location (such as the SRAM in a DSP chip). All of these decisions may be made at early binding time, after the user has described the transfers that must occur but before they have started.

An advantage of early binding is the potential to re-use resources. If the system has a limited number of operating modes, one can potentially allocate buffers to fit the largest mode requirements and re-use those buffers for all the other modes. Routing information for the different modes would be stored separately. A purely late binding API forces the user to perform this setup manually.

DISCUSSION: 

Of course, the downside of a purely early binding API is that in systems with hundreds of modes, storing a description of each transfer required in each mode may require too much memory. 

DISCUSSION:

Do we need to concern ourselves with buffer allocations for handling data organizations?

Or is it better to have this done at higher layers? Should we develop this feature into the API? Another aspect is resource reuse, which might save time in overall facilitation of the data transfers. Another consideration is support for chaining or gluing of buffers during prolonged, large transfers.
3.3 Blocking Semantics
· This consideration needs to be made for both 1) setting up a channel and 2) executing a DR on a channel
3.4 Buffer Set Object

3.5 Channel Object

The transfer object must be created from a knowledge of the global data set, the source and destination processor sets,  the source and destination partitioning, and the source and destination layouts. This knowledge enables the transfer object to be created with adequate buffer space and a plan for moving the data efficiently.  The buffer space and the plan should be created at an early binding time.

DISCUSSION:

Can the user get at local information (e.g. how many elements are on my node) from the transfer object after it has been constructed? It’s a common operation, and all the required information has been used in order to construct the transfer object.
3.6 Leveraging Existing Middleware Structures

· MPI/RT buffers and channels
3.7 Concept of Operations for Establishing and Executing Data Reorganizations
· Update Ken's HPEC diagram to reflect current relationship among DR objects
4 API Design Issues and Decisions
After the introduction of the previous chapters, we now focus on the design of the DRI API. The assumptions, considerations, and goals of the design will be explained, then the design  will be explained. 

4.1 ASSUMPTIONS

The following assumptions are understood in considering the design of a Data Re-organization Interface API.
Administrative notes: we should have this consist of text discussion of the assumptions, not just a bulleted list.
4.1.1 Memory Management
Administrative notes - make sure to discuss:

· Early vs. late binding policy

· User-supplied vs. library managed buffer policy (including special vs. usual memory)
· DR objects are only freed when necessary (i.e., when final reference goes away)
4.1.2 Partitionings and Data Reorganizations
Administrative notes: make sure to discuss:
· Block

· Block-cyclic

· Dense datasets only, no sparse data
· Each global data element must be "assigned to" (i.e., owned-by) exactly one process (i.e., 1-1?) Not all processes must be assigned data elements in a partitioning (i.e., not onto?)
· Implementations must include support for at least 3 dimensional data partitionings & reorgs
· Process set topologies supported only as an aid to the partitioning process. They are not used to imply any physical arrangements of processors in an interconnect.
· Data reorganizations are not allowed that involve two process sets that have a membership intersection. That is, only SPMD(clique) or pipeline data reorganizations are allowed.
4.1.3 Multibuffering and Flow Control

Administrative notes - make sure to discuss:

· Refer back to introduction section where these concepts are defined

· Multibuffering (on a monolithic data reorg) accomplished by creating multiple-buffer bufferset and associating it with a channel

· Flow Control (DR approach in which a single, large global data is reorganized in a piecemeal fashion, interleaving processing and DR) - is not initially supported

· May need some detailed discussion on how the group has decided that flow-control DRs are possible in an API-extensible (non-harmful) way. Motivation is to get the most common problems solved in preliminary API.
4.1.4 Thread-safety
Administrative note: Proposal: remove the rest of these bullets (but inspect first as there may be something not covered in the initial "categorization" above
4.1.5 Data blocks are contiguous.

4.1.6 Dense data distributions are assumed in initial stages of the API. We recognize other applications, such as ATR and sparse matrix manipulation, may also benefit from this body of work.

4.1.7 Systems using the DRI API will have heterogeneous processing architectures, and CPU designs.  The process sets need not be homogeneous.

4.1.8 Data will be converted externally to the DRI API 

4.1.9 Avoid endian-ness by saying that X bytes are contiguous.

4.1.10 The DRI API design predicates that MPI-like functionality is available underneath - this 
document/API does not deal with how to actually move the data at the lowest  level. Data is assumed to be moved by some mechanism (for example, MPI) that is not explicitly described by this document

4.1.11 There may be restrictions (initially) to simple data types.

4.1.12 Support of process geometry will not be provided.

4.1.13 We are able to view the set of processes as a linear set.

4.1.14 Thread-safe calls will be required; (i.e., calls can be made to the API at the same time by multiple threads). The API which supports data re-organization should be thread-safe in case multiple processes in the application run as threads on the same processor.

4.1.15 Memory will be allocated explicitly by users (e.g., with malloc()) and provided to the API when needed.

4.1.16 Blocking or non-blocking calls: 
[Initially, blocking calls will be supported, followed by non blocking.

4.1.17 The API should support both distributed memory and shared memory systems.

4.2 CONSIDERATIONS
4.2.1 Portability and Performance
Administrative notes - make sure to discuss:

· Approach 1: DR only objects are new, other objects are colayered 

· Approach 2: DR only objects are new, some objects are either colayered or have some minimal implementation spec in DR (to promote ultimate portabilty + performance)

· Group's decision wrt above tradeoff is: ????

4.2.2 Low-level user control
Administrative notes - make sure to discuss:

· That a “default” partitioning is provided in the API shown here, based on evenly dividing data among processes.
· Heterogeneous architectures (in CPU type/capability)  and some algorithms may require an unbalanced partitioning  - custom data partitioning is needed

· That a “default” memory layout is considered densely packed data, with no alignment or non unit stride specifications.
· Some optimized processing codes require special alignment and therefore a greater level of control needs to be present in API.

The API presented here distinguishes between the high-level (productivity) and low-level (high degree of control) interfaces. Productivity calls are shown first, and are expected to cover many useful application scenarios. Low-level or “power user” functions are shown later, and are designed to serve some specialized or performance-critical applications. 
4.2.3 Process Synchronization

Administrative notes - make sure to discuss:

· Only “loose” barrier synchronizations are possible using DR

· DR provides data reorg, not control reorg. Need to “fall back” into other middleware (e.g., MPI or MPI/RT or other) to get explicit collective synchronization features.
4.2.4 Applicability to Shared and Distributed-Memory Environments
· Transparent implementation of DR interfaces using appropriate underlying mechanism makes DR a candidate to merge the two distinct development environments.
· Experience in developing shared-memory (esp. DSM) parallel codes have shown that data reorganization is difficult on those platforms, and that expert knowledge is often required to get good performance - another argument for capturing that knowledge in a DR implementation for shared-memory parallel architectures [ cite MITRE and any others ].
Administrative note: Remove the rest of the following items, and replace with text in above categories?
4.2.5 We should define the API to avoid multiple instances.  A way to do this is to set out some basic capabilities akin to the VSIP Forum’s “Core Lite”. Extensions would be allowable. Define a small API, test it to ensure it is useful. 

4.2.6 The 3-D transformation would be useful, but starting with a 2-D would help us ‘prototype’ the API.

4.2.7 Offline partition configuration should be offered.

4.2.8 The interface for data movement is rigid, but a configuration type API will allow good decision support to optimally break down the problems.

4.2.9 Also account for speed, load, and separation of available processors; giving them all the same amount of data may not be wise.  We also want some fault tolerance built in.

4.2.10 API composition – offline, and online.  Postulate existence of process groups, we move data between groups.  If everyone knew of groups, you could reference the groups

4.2.11 Offline process could also figure out allocation needs and provide to allocation function as input.

4.2.12 Figure out largest single use/application/partition, and malloc 2 of them for usage.

4.2.13 Systems which change modes and sizes, such as small memory to large memory usage in next mode.

4.2.14 We would want to inform the local program what its memory needs are.

4.2.15 Memory usage overlap is a consideration in thread safety as well, so as not to mess around with memory belonging to another computation

4.2.16 INERTIA (MPI?RT prototype) example Do we want a prototype for DRI? E.g., protoyping or evolution development or an idea merge.

4.2.17 Synchronization issues, layering DRI on message passing, we only have loose synchronization.  RT does by design imply this intrinsic synchronization.

4.2.18 We should prototype the clique vs. pipeline.  Pipeline is favored.  Experiment with both models.  We should make reusable components which work for either model.  E.g., pipeline to self in clique case. Clique 2-D corner turn. Clique done wrong never begets a pipeline.

4.2.19 We build partitioning, sizing,  

4.2.20 Do we worry about blocking, synchronous – or classifying this as a user mistake?

4.2.21 Strive for useful, and good enough vs. perfection. “Occam’s Razor”

4.2.22 Row-column first, Row-tile next.

4.2.23 Advice – work in areas where math models exist … 

4.2.24 API support of 1 or 0 copy. E.g., shared memory MPI.

4.2.25 DR  could bind distributed and shared memory communities. Data intensive computing  Re: (Munoz) and  Berkley IRAM project page.

4.2.26 Memory management – even in-place operations need some temporary space;  the receiver should be a pointer to a location and avoid a copy. 

4.3 
4.3.1 
4.3.2 
4.4 


4.4.1 
4.4.2 
4.4.3 
4.4.4 
4.4.5 
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· 
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· 
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· 
· 
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4.6 
4.6.1 

4.6.2 













4.6.3 
4.6.4 
4.6.5 
4.6.6 

4.6.7 
4.6.8 

4.7 Functionality Issues (Is this section needed?)
4.7.1 "Do: call vs. put/get = we will have all 3. Put( d, 

Do is wise to setup, recognizes what is requested, where it's at. )

Can some be do’ ing and some getting?

Nathan's API send,recv,sendrecv,do

Groups of Groups ?  vs. looping through, or chaining etc.

Case of 5 outputs from one group.

We need a proposal to build groups, process sets, and need to subset processes. 

Assumption of 1 program, and a mechanism for splitting.

Jon: Postulate the existence of an object - DR layered on top.  Leave space in functions, need datatype DRI_group_T

DRI_group_create (group, color, size?, newgroup)

Jon: We need a concept of a "network handle" included in these calls.

Take a list of processes to create a group from it.

DRI_init ()

DRI_creat,query,destroy 

DO(transferobject)

4.7.2 Local processing changes dimensions

4.7.3 Pipeline vs. Cliques

4.7.4 Synchronization semantics of DR operations

4.7.5 Local Packing / unpacking around transfer operations

4.8 Design Analysis (Suggest mining this section for relevant/useful info, and then deleting section)
This section is taken from the API discussion at the December 1, 1998 Boston meeting. It has been largely left intact, with small editing.  Also some related e-mail discussion has been summarized and inserted here.


0) Partitioning objects
1) More on partitioning - API thoughts for TILE partitioning.
2) Synchronization semantics of a data reorg. operation
3) How to handle local pack/unpack around transfer operation in the API

4) Miscellaneous
- group membership rules for data reorganizations.



0) Partitioning objects


Here, we were trying to identify what type of information would need to be
stored in a partitioning object. In the course of this discussion, we realized
that our current partitioning descriptions were not adequate to indicate the 
range of possibile partitionings that one might want to describe. For example,
what does it really mean to partition a matrix using PART_XY? Here's what it
could mean:

a) Parallel processing can take place at the "point" granularity
(i.e., we could deal out individual matrix elements in any fashion
to the processors)


OR b) We want to split the matrix so that elements that are "contiguous" 
in the global matrix are grouped together when the matrix is 
partitioned among the processors. Imagine the following scenario 
that fits into this case: We want to split a 4x8 matrix (which is 
declared to be row-major) among 3 processors, enforcing this 
"contiguous" partitioning constraint. A straight-forward 
partitioning might do the following calculation:

32/3 = 10 remainder 2

each processor will get either 10 or 11 elements.

P0 might get the *first* 11 elements from the global matrix
P1 might get the *next* 11 elements 
and finally... P2 might get the *last* 10 elements 

Note that this policy will end up "cutting" rows 1 & 2 and will 
leave rows 0 and 3 intact (i.e., stored on one processor only)


OR c) We want to split the matrix so that we end up with "tiles" being
assigned to processors. That is, we want to enforce the constraint
that each processor gets a rectangular region of the matrix.


So.... we decided that we should have descriptions for each type of
partitioning:

- PART_XY should describe the most general partitioning
(this allows you to say that dimensions X and Y are completely
independent with respect to parallel processing)

- CONTIG_XY for the second case

- TILE_XY for the third case


We also decided that TILE_XY is a reasonable thing to support in an initial
API, with follow-on efforts (or ambitious implementations?) identifying
a way to handle the two more general cases.

So, in order to support TILE_XY type partitionings, what would a partitioning
object (minimally) need to store (and allow the user to see and possibly 
specify)?

- global x start position
- global x length
- global y start
- global y length


We called this a FOURTUPLE during our discussion, but this applies only to
2D data. One might internally represent this structure for the general
case like this:
int x_start[MAX_DIMS]
int x_len[MAX_DIMS]
int y_start[MAX_DIMS]
int y_len[MAX_DIMS]

where MAX_DIMS is a hard limit on the number of supported dimensions 
(see topic #1 just below for a discussion on that)

Let's just call it a TUPLE for now.

The 4-tuple represented the local contiguous piece of a given partition of a _single_ dimension, including overlap. It's contents could be:

(left_overlap, start_index, end_index, right_overlap)

or numerous equivalent 4-tuples. In general, a 4-tuple would be needed for each dimension of the dataset. A non-partitioned dimension would have the following 4-tuple expression (using above):

(0, 0, dim_length-1, 0)





CONTIG_XY and TILE_XY really arise from "views" (to use
a VSIP term) of the data. In the CONTIG_XY partitioning, what you're really
specifying is that you want to view the data as a vector and partition the
vector so that it's distributed contiguously. TILE_XY is more what I think
was meant originally by the PART_XY descriptor: divide up the data in _two_
dimensions, and include a parameter in each dimension that says how much
data is kept together. So I think we could eliminate CONTIG_XY: what you'd
do instead is describe the matrix as a vector (new global data descriptor,
referring to the same underlying space) and then do a 1D partitioning.




1) API issues for TILE partitionings


You could do it in 2 ways:

a) specify an explicit partitioning yourself
(each processor could compute and specify its own TUPLE
indicating the region of the global object that it will "own")

b) Call the API with an indication of which dimensions should be TILE
partitioned, and accept the default partitioning


Preliminary API idea for strategy a:

DRI_PART_BLOCK_CREATE (int num_dim, TUPLE *tuples, DRI_PART *part);

(DRI_PART is the datatype of the partitioning object)




Preliminary API idea for strategy b:

- A bitmask is used to indicate which dimensions of the global data
are to be TILE partitioned (supported # of dimensions is therefore
limited to the number of bits in the mask). Each bit position 
corresponds to a dimension of the global data - a 1 in a bit position
indicates that the corresponding dimension should be partitioned.

DRI_PART_TILE_CREATE (DD global_picture, process_group grp,
int bitmask, int overlap
DRI_PART *part);


where:
"global_picture" is the global data descriptor
"grp" is the process group that will divide the data

"overlap" specifies the amount of overlap applied to every
dimension (is this bogus to require the same overlap in
every dimension?)

"part" is the returned partitioning object



2) Synchronization semantics of a data reorg operation

The group basically decided that a DR operation should return as soon as all 
of its "local work" is done. So, if a process is only a "sender" in a reorg,
then it can return as soon as it is again "safe" for the application to reuse
the send buffer. There is no need in this situation for the senders to wait
for the entire data reorg operation to complete before proceeding.

This topic centers around whether operations should "block" or not. So far,
we have discussed blocking send and receive semantics.



3) How to handle local pack/unpack around transfer operation in the API


A reorg operation can be thought of as 3 separate steps:
- Local data packing (may require some reordering on the source side)
- Data transfer
- Local data unpacking (reordering of received data from the transfer)


Basically, on this topic we agreed that a multiple buffering scheme could be
used internal to the library in order to overlap some of the pack/unpack
operations with the data transfer. Needs to be thought out further, though,
because we clearly want to take advantage of this in an implementation.




4) Miscellaneous
- group membership rules for data reorgs

Question: what is legal?


Example:
P0 is the sole member of the source group for the reorg
P0, P1, P2, and P3 are members of the destination group

(here, P0 is both a sender and receiver of data, but the remaining
processes are just receivers)


Cases:
src pset exactly equals dest pset (clique data reorg)
src pset disjoint from dest pset (bipartite, or "pipeline")

src pset and dest pset partially intersect (shown in the example above)


The consensus was that each of these cases should be allowed.
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6 Data Reorganization Meta-API Specification
Administrative notes: 
· paste in the new API here
· Reorganize presentation of the API: "critical path" functions (high-level description approach) shown first (in the typical order of usage to set up and execute DRs). Then, after this, show the low-level "power user" functions that can add more control when needed.
6.1 Overview

Several families of functions will be defined in the DRI_API. 

Create family – does the first portion of the committal of resources

Query family – enquiry of status

Destroy family – return resources to the system

Init family – sets up initial state 

This is a language-independent specification of a meta-API for data

reorganization.  This version of the specification is based on the

concensus of the Data Reorganization Forum following its December 1999

meeting.

There are 4 sections to this document:

1) Administrative notes

2) Change summary between this version and the prior version

3) Current version of "critical path" interfaces in the API

4) Current version of other interfaces in the API

------------------- SECTION 1: Administrative Notes --------------------------

These notes are simply re-iterated from the last version of this

draft document (dated 02/02/2000).

NOTE #1: A change has been made in the organization of this file so that

the functions that are in the "critical path" to creating and initiating a

data reorganization function are presented first.  Other functions such as

object query functions that are not in this "critical path" are presented

later.

As of this date (03/07/2000), this draft contains _only_ the critical path

calls (i.e., Section 4 is empty). Since there have been many changes to these

functions, we should agree on their specification before handling the 

low-level ("power user") and non-critical fucntions.

NOTE #2: A new feature is being added for the committee members - a list of

changes that have been introduced in this newer version of the API and the

corresponding reasons. The goal is to prevent revisiting issues that have been

resolved in past working meetings.

----------------------- SECTION 2: Change Summary --------------------------

***** Changes from December 1999 draft to March 1999 (PRE DR MEETING) draft:

1. Marked appropriate functions as "<META>" to indicate areas where

   Data Reorg will likely use infrastructure from other middleware

   Each meta function now has a "META NOTES" section to try to organize

   the discussion on the meta-nature of the DRI API.

2. Inserted <UNRESOLVED> notation in this document where some remaining

   decisions are needed. Before final API is settled, we need to go back

   and remove these notes and replace with the final decisions

3. Inserted _destroy functions for the following objects:

   DRI_global_data

   DRI_group

   DRI_overlap

   DRI_distspec

   DRI_bufferset

   DRI_channel.  

***** Changes from September 1999 to December 1999 drafts:

1. dri_group_myrank name changed to dri_group_get_rank()

2. dri_dist_create - added a note in RESTRICTIONS/POLICY section reiterating

   that this call may not involve collective communication, at the 

   implementation's discretion. This of course means that erroneous programs 

   could cause dri_dist_create to calculate an incorrect data partitioning.

3. dri_dist_create - Added useful default layout parameters so the user doesn't

   have to use dri_layout_create to create commonly-needed objects (e.g., 

   DRI_LAYOUT_PACKED_012). All possible packed layouts for 1, 2, and 3 

   dimensions are provided. This effectively makes dri_layout_create a non 

   "critical-path" function in the API.

4. dri_dist_create - A NULL pointer argument for the group_dims parameter 

   specifies that the user wants to have the implementation determine an 

   appropriate logical process set topology to use in dividing up the data 

   during the execution of this call.

5. dri_dist_create - Added a note in the DESCRIPTION section that says that a 

   valid entry in the distspecs array parameter is DRI_DISTSPEC_INDIVISIBLE 

   (this capability was accidentally removed from the API in prior edits).

6. dri_dist_create - Noted that the group_dims array parameter corresponds 

   directly to the dimsizes array parameter of the dri_global_data_create 

   function. 

7. Added a dri_dist_get_numblocks function

8. Added a dri_dist_get_blockinfo function to return a single structure that

   gives all needed information about a locally owned block of data following

   the partitioning process. Returns a new DRI_blockinfo structure type.

   internally, the DRI_blockinfo structure contains an array of DRI_blockdim

   structures. This pair of structures replaces the old DRI_part object and

   bounds_t structure. DRI_part was not adding anything beyond DRI_dist, so we

   have opted directly query DRI_dist for the low level partitioning

   information. The bounds_t structure was poorly named, and needed to be more

   descriptive (we now call it DRI_blockdim). Additional information was needed

   beyond what the old bounds_t provided, so we just 

9. Changed dri_part_calc_local_size to dri_dist_calc_local_size, since the 

   DRI_part object has been removed and we now just query DRI_dist objects.

10. Added the DRI_bufferset object and its dri_bufferset_create function

11. DRI_transfer object has been renamed to DRI_channel

------- SECTION 3: Current API for "critical path" functions ---------------

/******************** dri_global_data_create ********************/

dri_global_data_create - Create a global data object

SYNOPSIS

  dri_global_data_create(ndims, dimsizes[ndims], dataspec, gdo)

PARAMETERS

 IN:  ndims (integer) - number of dimensions in the global data

 IN:  dimsizes (integer array) - size of each dimension of the global data

 IN:  dataspec (DRI_dataspec) - data type of each element of the global data

 OUT: gdo (DRI_global_data) - object that describes the global data

DESCRIPTION

Creates a global data object to describe application data.  The size

information supplied by the user refers to the size of the application data

_without_ considering how the data will eventually be partitioned across

a group of processes in the parallel environment

COMMUNICATION BEHAVIOR

Local.  All processes that will participate in a future data reorganization

involving this data must create this object independently.

RESTRICTIONS / POLICY

All processes that will participate in a data reorganization on the

described data must call this function with identical ndims, dimsizes, and

dataspec parameters.  Implementations may place an upper limit on the ndims

parameter.  However, all implementations must minimally support 

1 <= ndims <= 3

/******************** <META> dri_group_create ********************/

dri_group_create - Create an object to represent a group of processes

SYNOPSIS

 dri_group_create(nprocs, procs[nprocs], group)

PARAMETERS

 IN:  nprocs (integer) - total number of processes in the group

 IN:  procs (array of integers) - array of unique process identifiers

 OUT: group (DRI_group) - process group object

META-NOTES

 This is meta at the "object level". That is, we may want to 

 entirely leverage process set constructs from other middlewares.

  <UNRESOLVED>

   What if we are not using standard middleware, but a process set

   construct exists? Do we want to leverage those (non-portable)

   approaches to alleviate the need to do process set management

   in DRI? If we choose to do this, then this object and its

   methods become unnecessary?

  </UNRESOLVED>

DESCRIPTION

Creates an object  to represent a group of unique processes in the parallel

processing environment.  The group is a one-dimensional ordering of processes.

The procs array must consist of a list of unique identifiers for each process

in the group to be formed by this call.  Because this is a meta-API, the

intent of the group object is to be the same object used by the underlying

(or co-) layer, such as MPI or MPI/RT.  Also, an implication is that the

procs array may need to be specified differently depending on the middleware

that is used to implement the data reorganization interface.  For example, in

a general-purpose workstation MPI environment, it may be sufficient for the

user to specify a list of MPI ranks in the procs array.  In some embedded

environments (or others) that involve multiple programs in the run-time

environment, more precise information (e.g., system-assigned process id) may

be required in the procs array.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

A process gets its group rank (logical id within the group) based on where it

is referenced in the procs array.  The first process listed in procs will be

assigned rank 0, for example.  Ranks are therefore assigned values in the

range 0..(nprocs-1).  In order for all processes that call this function to

have a consistent understanding of process ranks, the procs array must be

specified identically by all callers.

/******************** <META> dri_group_get_rank ********************/

dri_group_get_rank - Return the rank of the calling process in specified group

SYNOPSIS

dri_group_get_rank(group, rank)

PARAMETERS

 IN:  group (DRI_group) - group object

 OUT: rank (integer) - rank of the calling process in the group

META-NOTES

 This is meta at the "object level". That is, we may want to 

 entirely leverage process set constructs from other middlewares.

  <UNRESOLVED>

   What if we are not using standard middleware, but a process set

   construct exists? Do we want to leverage those (non-portable)

   approaches to alleviate the need to do process set management

   in DRI? If we choose to do this, then this object and its

   methods become unnecessary?

  </UNRESOLVED>

DESCRIPTION

Returns the rank (logical process id) in the given group to the caller.

COMMUNICATION BEHAVIOR

Local

RESTRICTIONS / POLICY

Only members of the specified group may call this function successfully

/******************** dri_overlap_create ********************/

dri_overlap_create - Create an overlap data partitioning object

SYNOPSIS

 dri_overlap_create(ovr_type, num_pos, overlaph)

PARAMETERS

 IN:  ovr_type (DRI_overlap_type) - overlap policy to implement at the edges

      of a global data object.  Can be one of:

      DRI_OVERLAP_TRUNCATE

      DRI_OVERLAP_TOROIDAL

      DRI_OVERLAP_PAD_ZEROS

      DRI_OVERLAP_PAD_REPLICATED

  IN:  num_pos (integer) - number of positions to overlap

  OUT: overlaph (DRI_overlap) - overlap object

DESCRIPTION

Creates the overlap attribute used in the data distribution high-level

specification.  The resulting DRI_overlap object is to be passed  into the

dri_distspec_create function as a left or right overlap argument.

NOTE:  Just like the DRI_distspec object, the user is expected to create

a DRI_overlap object specification for each dimension of global data (where

a nonzero overlap is desired).  In the event that no overlap is requested

by the user, DRI_NO_OVERLAP can be passed as the left and right overlap

arguments to the dri_distspec_create function.

In general, overlap is the storage of extra data in a processor's local

data buffer to hold data that is adjacent in the global data context, and

that is assigned to another processor, based on the data partitioning.

Overlap therefore refers to data that is stored on processor boundaries in

the partitioning of the global data.

There are different overlap policies supported:

1) ovr_type == DRI_OVERLAP_TRUNCATE

The local buffer should contain enough space to store copies of num_pos

adjacent, non-local elements.  At the ends of the global data object,

extra storage is not required in the local data buffer, and is truncated

accordingly.

2) ovr_type == DRI_OVERLAP_TOROIDAL

The local buffer should contain enough space to store copies of num_pos

adjacent, non-local elements.  At the ends of the global data object,

extra storage is required in the local data buffer, and will be filled with

data from the num_pos elements that start at the opposite end of the global

data dimension.

3) ovr_type == DRI_OVERLAP_PAD_ZEROS

The local buffer should contain enough space to store copies of num_pos

adjacent, non-local elements.  At the ends of the global data object,

extra storage is required in the local data buffer, and will be filled

with zeros.

4) ovr_type == DRI_OVERLAP_PAD_REPLICATED

The local buffer should contain enough space to store copies of num_pos

adjacent, non-local elements.  At the ends of the global data object,

extra storage is required in the local data buffer, and will be filled

with a copy of the last num_pos _locally_ held elements.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

/******************** dri_distspec_block_create       ********************/

/******************** dri_distspec_blockcyclic_create ********************/

dri_distspec_block_create - Create a block distribution specification

dri_distspec_blockcyclic_create - Create a block cyclic distribution

SYNOPSIS

 dri_distspec_block_create(minsz, mod, lov, rov, distspec)

 dri_distspec_blockcyclic_create(lov, rov, blksz, distspec)

PARAMETERS

 IN:  minsz (integer) - minimum number of local elements required

      (user specifies 0 to indicate no preference)

 IN:  mod (integer) - modulo requirement

      (user specifies 1 to indicate no preference)

 IN:  lov (DRI_overlap) - left overlap (DRI_NO_OVERLAP specifies no overlap)

 IN:  rov (DRI_overlap) - right overlap (DRI_NO_OVERLAP specifies no overlap)

 IN:  blksz (integer) - block-cyclic partitioning block size

      (user specifies 1 for pure cyclic partition)

 OUT: distspec (DRI_distspec) - high-level data distribution object

DESCRIPTION

These functions create a DRI_distspec object that stores information about

either a block or blockcyclic partitioning of global application data.

Users must associate a separate DRI_distspec object with each dimension of

partitioned global data. The output object, distspec, is only a 

high-level specification of the requested data partitioning. It does not store

exact partitioning details such as specific global data indices assigned

to a particular process. Because a DRI_distspec object is not associated 

with any single global data array, it can be reused for many different

data partitionings. The more exact partitioning information for a global data

array is stored in the DRI_dist object that can be queried for detailed

partitioning information following the dri_dist_create operation.

Parameter mod specifies that the number of local elements ultimately assigned

to the calling process must be some multiple of mod.

Parameters lov and rov specify element overlaps (left and right, respectively).

These parameters do not change the mapping of global data indices to processors

in the data partitioning. They allow copies of adjacent global data elements

at the (left or right) boundaries of the data partitining to be stored

locally. A right overlap refers to overlap in the direction

of _higher_ global indices.  Consult the section on the DRI_overlap object

for additional details about the overlap specification.

Parameter blksz is used in block-cyclic partitionings to define the size

(in number of elements) of the blocks that get assigned to processors in

the global data partitioning.

COMMUNICATION BEHAVIOR

Local

RESTRICTIONS / POLICY

This object may NOT be queried until the completion of a subsequent

dri_dist_create call.

COMMUNICATION BEHAVIOR

Local

/******************** <META> dri_dist_create ********************/

dri_dist_create - Create a distribution object for a specific global data

                  object over a specific process group

SYNOPSIS

 dri_dist_create(gdo, group, group_dims, distspecs, layout, disth)

PARAMETERS

 IN:  gdo (DRI_global_data) - global data object

 IN:  group (DRI_group) - process group

 IN:  group_dims (array of integer) - logical dimensions of process group

 IN:  distspecs (array of DRI_distspec) - high-level data distribution specs

      (one array entry per gdo dimension)

 IN:  layout (DRI_layout) - memory layout of local data buffers

 OUT: disth (DRI_dist) - data distribution object

META-NOTES

 This function is meta because it takes parameters of type

 DRI_distspec and DRI_group, which are meta at the "object level".

 The DRI_dist object itself is not meta - it is unique to Data Reorganization.

 It is meta at an "interface level"

DESCRIPTION

This function aggregates all of the input objects into a single container,

a DRI_dist object.  It also calculates explicitly the data block(s) of the

global data that will be assigned to processes (and stores that detailed

information in the resulting DRI_dist object). The user will be able to

query this low-level information following the execution of this call. Note 

that the data partitioning performed here guarantees that each global data 

element is assigned to a process. It is unlikely, but possible that some

processes could be assigned NO global data elements as a result of this call.

The layout parameter may have been created by a prior call to the

dri_layout_create function, or it can be specified with one of the following

pre-defined layouts (if the global data described by the gdo parameter is 

either two or three-dimensional):

- DRI_LAYOUT_PACKED_012

- DRI_LAYOUT_PACKED_021

- DRI_LAYOUT_PACKED_102

- DRI_LAYOUT_PACKED_120

- DRI_LAYOUT_PACKED_201

- DRI_LAYOUT_PACKED_202

- DRI_LAYOUT_PACKED_01

- DRI_LAYOUT_PACKED_10

These pre-defined layout objects specify the order in which a multidimensional

local buffer is organized in linear memory space. The numeric codes at the end

of each predefined symbol serve this purpose. The most contiguously arranged

dimension is indicated by the LAST digit of the predefined object name. The

least contiguously arranged dimension is the FIRST digit shown in the object

name. The term PACKED refers to data that is compactly stored in memory, 

meaning that the user is requesting no strides between consecutive elements of

the local data.

The group_dims array specifies a logical process set dimensionality for the

process group identified by the "group" parameter. The number of elements

in group_dims must be equal to the number of dimensions specified for the gdo 

parameter in a prior call to dri_global_data_create (i.e., group_dims 

corresponds directly to the dimsizes parameter of dri_global_data_create).

The product of all values in group_dims must equal the total number of 

processes in the process group "group". This parameter gives the caller more 

explicit control over the global data partitioning process performed by 

dri_dist_create. 

Just like the layout parameter, the group_dims parameter also allows for a

Default setting. A NULL pointer can be passed in place of an integer array

to specify that the user has no preference for how the process group is viewed

logically.

The logical view of processes specified in group_dims is only effective

during the execution of the dri_dist_create() function. Other calls

to dri_dist_create involving the same DRI_group object parameter, but a

different DRI_global_data may use alternative "views" of the process group to

ield a different type of partitioning to be applied to the (also different)

data set.

The distspecs parameter is an array of DRI_distspec objects, one entry per 

dimension of data being partitioned. The entries in the array are created 

prior to this call by using the dri_distspec_create function. An exception is 

when a data dimension will not be partitioned at all - in that case, the 

corresponding array entry in the distspecs parameter here can contain the 

pre-defined object DRI_DISTSPEC_INDIVISIBLE.

COMMUNICATION BEHAVIOR

At the implementation's discretion, this can be performed either as a

collective operation, or as a local operation.

RESTRICTIONS / POLICY

It is possible that an implementation will choose to not communicate

collectively among the members of the process group during the execution 

of this function. It is therefore possible that the constituent processes

that make up the group could (erroneously) supply different specifications for 

the following important parameters: gdo, group_dims, distspecs. In that case

the resulting data distribution that is computed and stored in the DRI_dist

output parameter may be incorrect.

The user _must_ be able to query the low-level partitioning details

that result from this call immediately following completion of this call.

This is true even if the implementation does not perform any communication

between processes in the specified group during the execution of this

function.

/******************** dri_dist_get_numblocks ********************/

dri_dist_get_numblocks - Return the number of locally stored blocks from a 

data partitioning

SYNOPSIS

 dri_dist_get_numblocks (disth, nblocks)

PARAMETERS

 IN:  disth (DRI_dist)  - data distribution object

 OUT: nblocks (integer) - number of blocks associated with the low-level 

                          partitioning referred to by the disth parameter

DESCRIPTION

This function returns the number of blocks assigned as part of a low-level 

data partitioning (described by the disth parameter that was created in an 

earlier dri_dist_create call). For block data partitionings, this function

will return a value of 1 in the nblocks output parameter. For block-cyclic 

partitionings, a value greater than 1 may be returned in the nblocks parameter.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS/POLICY

/******************** dri_dist_get_blockinfo ********************/

dri_dist_get_blockinfo - Get detailed information about a local block of data

SYNOPSIS

 dri_dist_get_blockinfo (disth, block_num, blockinfo)

PARAMETERS

 IN:  disth (DRI_dist)  - data distribution object

 IN: block_num (integer) - local block number for which information is needed

 OUT: blockinfo (DRI_blockinfo) - returned structure containing detailed 

                                  information about the block

DESCRIPTION

For a specified low-level data partitioning object (disth) and local block 

index (block_num), allocates and returns a structure to the user containing the

following:

{

  ndims (integer) - number of dimensions in the local data block described

  first_offset (integer) - offset (in elements) from the beginning of the local

                           application's memory buffer to the first "owned"

                           element of this data block. It therefore in some

                           cases does not identify the first data element in 

                           the block, since the first element in storage could

                           be the result of an overlapped data partitioning.

  elem_size (integer) - number of bytes per data element in the local block. 

                        This can be obtained by querying other objects

                        (DRI_global_data and DRI_distspec), but is provided in

                        this structure for user convenience.

  dims[ndims] (array of DRI_blockdim structures) - detailed information

      (on a per-dimension basis) about the range of global indices covered 

       by the local block of data referred to by this DRI_blockinfo structure

}

The DRI_blockdim structure referred to above is defined as follows:

{

  lov (DRI_overlap) - left overlap in this dimension

  rov (DRI_overlap) - right overlap in this dimension

  global_begin_ix (integer) - global index of the first "owned" data element in

      the block in this dimension

  length (integer) - number of "owned" data elements in this dimension

  stride (integer) - number of elements between consecutive data elements

      in the local data buffer in this dimension.  If this value is 1, then

      the data is densely packed, with no spacing between consecutive elements.

}

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS/POLICY

/******************** dri_dist_calc_local_size ********************/

dri_dist_calc_local_size - Calculate size of local buffers associated with one

                            side of a data reorganization

SYNOPSIS

 dri_dist_calc_local_size(disth, local_size)

PARAMETERS

 IN:  disth (DRI_dist) - low-level data partitioning object

 OUT: local_size (integer) - number of bytes specifying the size of data

      buffers that will be used in future data reorganizations

DESCRIPTION

This function tells the caller what size (in bytes) is required of application

data buffers that participate in data reorganizations associated with the 

data partitioning object disth.  The returned local_size parameter is 

calculated based on a combination of user-specified partitioning parameters

(at dri_dist_create-time) and implementation-imposed decisions regarding

local memory layouts.

The number of bytes returned in the local_size parameter specifies the size of

a memory buffer that is large enough to hold all local blocks from a data

partitioning. This is particularly relevant for block-cyclic partitionings, in

which it is possible and likely that multiple blocks of data are 

assigned to a single process.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

/******************** <META> dri_bufferset_create ********************/

dri_bufferset_create - create shared application/library buffers

                       for processing and data reorganization

SYNOPSIS

 dri_bufferset_create (nbufs, bufsize bufset)

PARAMETERS

 IN:  nbufs (integer) - number of buffers of size bufsize that will make up 

      the buffer set to be created by this function

 IN:  bufsize (integer) - size (in bytes) of an individual buffer in the buffer

      set to be created by this function

 OUT: bufset (DRI_bufferset) - buffer set object created

META-NOTES

This is an area where MPI/RT can be leveraged. Needs to be thought out

further by the committees (MPI/RT and Data Reorganization)

DESCRIPTION

Creates a buffer set object that will be associated with a later data

reorganization (represented by a DRI_channel object). After this call, the 

user will never directly query or manipulate the DRI_bufferset object created.

Once the association of the buffer set is made with a channel object, all

access to the buffer set's constituent buffers will be made through

the associated channel object. In that interaction, the user will work with 

individual DRI_buffer_id objects that are given to the application with a call 

to dri_channel_get and returned to the library (and hence the DRI_bufferset) 

with a call to dri_channel_put. See the documentation for those functions

for additional details on buffer set management.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

/******************** <META> dri_channel_create ********************/

dri_channel_create - create data reorganization communication channel

SYNOPSIS

There are two forms of this call:

 dri_channel_create_send(name, srcDist, srcBufs, channel);

 dri_channel_create_recv(name, destDist, destBufs, channel);

PARAMETERS

 IN name: (string/integer?) Identifier for the channel

 IN srcDist: (DRI_dist) distribution object on the send side

 IN destDist: (DRI_dist) distribution object on the receive side

 IN srcBufs: (DRI_bufferset) send side data buffers

 IN destBufs: (DRI_bufferset) receive side data buffers

 OUT channel: (DRI_channel) Data reorganization (channel) object created

META-NOTES

This is an area where MPI/RT can be leveraged. Needs to be thought out

further by the committees (MPI/RT and Data Reorganization)

DESCRIPTION

The send channel object allows the calling process to participate in a

data reorganization as a sender. The receive channel object has a similar

(obvious) function. To properly set up data reorganizations in which the

caller is both a sender and receiver of data, both forms must be called, 

resulting in two DRI_channel objects.

COMMUNICATION BEHAVIOR

Local. Processes create channel objects independently and in any order.

RESTRICTIONS / POLICY

Buffers are assumed to be big enough to contain all the data transferred.

To find the size of the buffer, use the function dri_dist_calc_local_size.

Currently, we assume that data reorganizations are either bi-partite (pipeline)

or clique-based (Single Program Multiple Data). Intermediate cases, that is, 

partially overlapping process groups, are disallowed.  If any process is both

a sender and a receiver, all processes must be both senders and receivers, or

an  error will result at the time of the subsequent dri_channel_connect call.

/******************** <META> dri_channel_connect ********************/

SYNOPSIS

dri_channel_connect(chan) - Pipeline channel connect

PARAMETERS

INOUT chan: (DRI_channel) channel object to be connected

META-NOTES

This is an area where MPI/RT can be leveraged. Needs to be thought out

further by the committees (MPI/RT and Data Reorganization)

DESCRIPTION

Enables a given pipeline data reorganization: calculates which processors are 

Sending to and receiving from which other processors.

COMMUNICATION BEHAVIOR

The connect call is a synchronization point between all processors in the

send and receive sides of the data reorganization identified by the chan 

parameter: it is collective and blocking.

RESTRICTIONS / POLICY

Multiple channel objects must be connected in the correct order by the involved

parties or deadlock may (will probably) result.

/**************** <META> dri_channel_connect_sendrecv ****************/

SYNOPSIS

dri_channel_connect_sendrecv(c_send, c_recv) - Clique channel connect

PARAMETERS

INOUT c_send: (DRI_channel) object managing the "send side" of a data reorg

INOUT c_recv: (DRI_channel) object managing the "receive side" of a data reorg

META-NOTES

This is an area where MPI/RT can be leveraged. Needs to be thought out

further by the committees (MPI/RT and Data Reorganization)

DESCRIPTION

Enables a given clique data reorganization: calculates which processors are 

Sending to and receiving from which other processors.

COMMUNICATION BEHAVIOR

The connect call is a synchronization point between all processors in the

send and receive sides of the given data reorganization: it is collective and

blocking.

RESTRICTIONS / POLICY

Multiple channel objects must be connected in the correct order by the involved

parties or deadlock may (will probably) result.

/******************** <META> dri_channel_get ********************/

/******************** <META> dri_channel_put ********************/

SYNOPSIS

dri_channel_get (chan, buf) - Receive data reorg buffer / Get free buffer

dri_channel_put (chan, buf) - Send data reorg buffer / Return used buffer

PARAMETERS

INOUT chan: (DRI_channel) channel object managing a data reorganization

OUT buf: (DRI_buffer_id) handle to memory buffer

META-NOTES

This is an area where MPI/RT can be leveraged. Needs to be thought out

further by the committees (MPI/RT and Data Reorganization)

DESCRIPTION

Discussion of dri_channel_get:

If the channel object argument refers to the "receive side" of a data

reorganization, this function returns a buffer that represents the received

data from a set of sending processes. If the channel object argument refers to 

the "send side" of a data reorganization, this function returns an available 

buffer to the application so that it can produce the data that will be sent

in a subsequent data reorganization operation.

Discussion of dri_channel_put:

If the channel object argument refers to the "send side" of a data

reorganization, this function initiates the communication using the

data provided in the input buffer argument. If the channel object

refers to the "receive side" of a data reorganization, then this call

simply returns the buffer to the DRI library so that it can be filled

up with received data in a subsequent data reorganization operation.

General discussion of put and get in context:

In pipeline data reorganizations, incoming buffers are obtained by calling 

dri_channel_get with a "receive side" channel object input argument. If, after 

processing  the received buffer, the program needs to send the data "downstream" 

in the pipeline, the same buffer can be used as input to a dri_channel_put 

call, but with a separate channel object (representing the "send side" of 

a different data reorganization). In cases where the calling program is at

the beginning or end of an application pipeline, the buffer may be returned

to the buffer set by calling dri_channel_put with the same channel object

parameter that was used in the earlier dri_channel_get.

For clique data parallel applications, there are two channel objects associated

with the same data reorganization (one for the send side, one for the receive

side). To execute clique data reorganizations, the program calls

dri_channel_get with the send-side channel object as input. The returned

buffer is filled and a data reorganization is initiated with a call

to dri_channel_put (passing again as input the send-side channel object and 

the buffer id). The program then calls dri_channel_get, using the second

channel object (associated with the receive side of the data reorganization).

COMMUNICATION BEHAVIOR

dri_channel_get is a blocking call and does not return until a full buffer of 

received data is available

dri_channel_put is a non-blocking call and returns immediately to the

calling application, regardless of whether the associated communication has

completed. The channel object will manage the availability of the buffers

associated with the data reorganization, protecting the buffer from future

application use (via dri_channel_get) until the communication has completed 

and it is safe to reuse the buffer.

RESTRICTIONS / POLICY

It is possible to use the same DRI_channel object for two different

data reorganizations when using a clique data-parallel design. The

receive-side channel object from the first data reorganization executed

can also act as the send-side channel object for a second, distinct

data reorganization. This is permissible when the data buffer sizes 

do not change as a result of application processing between the

two data reorganizations.

----------- SECTION 4: Current API for remaining functions ---------------

/******************** dri_global_data_destroy ********************/

dri_global_data_create - destroy a global data object

SYNOPSIS

  dri_global_data_destroy(global_data)

PARAMETERS

 INOUT: global_data (DRI_global_data) - object that describes the global data

DESCRIPTION

Destroys the global data object referred to by the global_data

input parameter.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

This function should only free resources associated with the global_data

object when necessary. That is, all references to the global data object 

must be "destroyed" via this call before the actual internal resources

used by the global data object are freed and returned to the system.

/******************** <META> dri_group_destroy ********************/

dri_group_destroy - Destroy an object representing a group of processes

SYNOPSIS

 dri_group_destroy(grp)

PARAMETERS

 INOUT: grp (DRI_group) - process group object

META-NOTES:

 This is meta at the "object level". That is, we may want to 

 entirely leverage process set constructs from other middlewares.

  <UNRESOLVED>

   What if we are not using standard middleware, but a process set

   construct exists? Do we want to leverage those (non-portable)

   approaches to alleviate the need to do process set management

   in DRI? If we choose to do this, then this object and its

   methods become unnecessary?

  </UNRESOLVED>

DESCRIPTION

Destroys the process set group object referred to by the grp input parameter.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

This function should only free resources associated with the group

object when necessary. That is, all references to the group object 

must be "destroyed" via this call before the actual internal resources

used by the group object are freed and returned to the system.

/******************** dri_overlap_destroy ********************/

dri_overlap_destroy - Destroy an overlap data partitioning object

SYNOPSIS

 dri_overlap_destroy(ov)

PARAMETERS

  INOUT: ov (DRI_overlap) - overlap object

DESCRIPTION

Destroys the object referred to by the ov parameter

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

This function should only free resources associated with the overlap

object when necessary. That is, all references to the overlap object 

must be "destroyed" via this call before the actual internal resources

used by the overlap object are freed and returned to the system.

/******************** dri_distspec_destroy ********************/

dri_distspec_destroy - Destroy a data distribution specification object

SYNOPSIS

 dri_distspec_destroy(distspec)

PARAMETERS

 INOUT: distspec (DRI_distspec) - high-level data distribution object

DESCRIPTION

Destroys the object referred to by the distspec parameter. This

parameter can refer to either a block or block-cyclic distribution

object (created by dri_distspec_block_create or 

dri_distspec_blockcyclic_create, respectively).

COMMUNICATION BEHAVIOR

Local

RESTRICTIONS / POLICY

This function should only free resources associated with the distspec

object when necessary. That is, all references to the distspec object 

must be "destroyed" via this call before the actual internal resources

used by the distspec object are freed and returned to the system.

/******************** <META> dri_bufferset_destroy ********************/

dri_bufferset_destroy - destroy shared application/library buffers

                       for processing and data reorganization

SYNOPSIS

 dri_bufferset_destroy (nbufs, bufsize bufset)

PARAMETERS

 INOUT: bufset (DRI_bufferset) - buffer set object destroyed

META-NOTES

This is an area where MPI/RT can be leveraged. Needs to be thought out

further by the committees (MPI/RT and Data Reorganization)

DESCRIPTION

Destroys the object referred to by the bufset parameter.

COMMUNICATION BEHAVIOR

Local.

RESTRICTIONS / POLICY

This function should only free resources associated with the bufferset

object when necessary. That is, all references to the bufferset object 

must be "destroyed" via this call before the actual internal resources

used by the bufferset object are freed and returned to the system.

/******************** <META> dri_channel_destroy ********************/

dri_channel_destroy - destroy data reorganization communication channel

SYNOPSIS

 dri_channel_destroy(chan);

PARAMETERS

 INOUT chan: (DRI_channel) Data reorganization (channel) object destroyed

META-NOTES

This is an area where MPI/RT can be leveraged. Needs to be thought out

further by the committees (MPI/RT and Data Reorganization)

DESCRIPTION

Destroys the channel referred to by the chan parameter. Frees all internal

resources used by the channel, including temporary buffers that may

have been created during the earlier dri_channel_connect() call.

COMMUNICATION BEHAVIOR

 <UNRESOLVED>

  It would be nice to be able to "shut down" a channel gracefully

  (i.e., in a "collective" fashion). This could be difficult with

  respect to process synchronization in pipeline application 

  architectures, where many processes participate in two data 

  reorganization channels. This scenario forces a specific order in 

  which channels must be destroyed (or else deadlock could occur).

  Since this will apparently be pushed to the application level, 

  a proposal would be to make dri_channel_destroy have local

  communication behavior, and to have applications use other

  middlewares for the necessary "graceful synchronization".

 </UNRESOLVED

RESTRICTIONS / POLICY

This destroy call is different than most others because all internal

resources associated with the channel can be freed without checking

for other "references". Channels in the Data Reorganization API cannot

be referenced more than once.
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7 Data Reorganization MPI Co-layer Specification 
8 Data Reorganization Applied to the Cornerturn
8.1.1 SPMD Implementation: MPI vs. Data Reorganization

8.1.2 Pipeline Implementation: MPI vs. Data Reorganization
8.1.3 Pipeline Comparison: Native Library vs. Data Reorganization
8.1.4 Conclusions / Summary of Benefits
· Source lines of code decreased

· Higher level of abstraction provided to application
· Flow-control code eliminated from application source in pipelines
9 Future Work / Special Topics

Input strongly encouraged.
· Additional instantiations of the API for other middleware (see "Interfaces" section)

· Make API more broadly applicable - extend to facilitate usage in scientific computing domain (e.g., CFD applications often require "grid" data reorganizations - north, east, south, west, etc.)

· Etc.
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B: Glossary

Corner Turn

Early Binding

Late  Binding

Middleware

MPI

MPI/RT

Overlap

Stride

Tiling

Transformation

VSIP

C: Data Re-organization Libraries

 System Identification


 ------------------------------------------------------------------------
 DFS -- Data Flow Shell, Honeywell Space Systems, Clearwater, Florida,
 John Samson,  samson_john_r@space.honeywell.com.


 KRI -- Parallel/Advanced Khoros, Khoral Research, Inc., Albuquerque, New
 Mexico, Joe Fogler, fogler@arc.unm.edu.
 
 MIT/LL -- (name??) for ATR Image Processing, MIT Lincoln Laboratory, Paul
 Harmon, harmon@ll.mit.edu.
 
 MPI -- Message Passing Interface Standard. http://www.erc.msstate.edu/mpi/
 
 PAS -- Parallel Application System, Mercury Computer Systems, Chelmsford,
 Massachusetts, Jon Greene, greene@mc.com.
 
 SPE -- Scalable Programming Environment, SPAWAR System Center, San Diego,
 Dennis Cottel, dennis@spawar.navy.mil.
 
 STAPL -- Space-Time Adaptive Processing Library (moving vectors?), MIT
 Lincoln Laboratory, James Lebak, jlebak@ll.mit.edu.

Gedae  -- system from Lockheed Martin, Bernie Schaming , 

Parti system  University of Maryland, College Park, contact, e-mail@umd.edu


Feature Description


 ------------------------------------------------------------------------
 dimensions -- The number of dimensions of the overall data "cube" understood by the system.
 
 module independence -- Has features that allow modules to be written so that their code is independent of the other modules to which they are connected. For example, DFS uses a function call interface, SPE and PAS  have named ports.
 
 reconfiguration -- The communication connections between modules can be reconfigured at (compile, load, or run) time.
 
 fixed cube size -- The size of the data cube for any connection can be reconfigured at (compile, load, or run) time.
 
 streaming -- Supports streaming data, that is, downstream modules can receive part of the communication.
 
 overlap -- A distributed data part can include extra data from adjacent  parts.
 
 distribution -- Data can be distributed across processors using different methods: striped, replicated, or tiled. Replicated means that all processors have all the data.
 
 redistribution -- Data can be rearranged from any one of the allowed distribution methods to any another, e.g., striped with overlap to replicated.
 
 uneven distribution -- Distributed data is not required to divide evenly among a set of processors.
 
 multiple input ports -- A module can receive distributed data from more than one source program.
 
 multiple output ports -- A module can send distributed data to more than one receiving program.
 
 processor topology -- Allows applications to think of the processors as interconnected in some topology, e.g., a two-dimensional mesh with neighboring processors to the north, south, east, and west.

pipeline support - A module can send one block of data to the next module in the sequence, while performing computaiton its  next block.

SPMD support - The Single Program, Multiple Data model entails the same executable algorithm on each node, data is partitioned to each process, which computes its piece, forwards the results to a controlling process, and receives its next piece of the computation.



COMPARISON CHART

SYSTEM   / Feature
DFS
KRI
MIT/LL
MPI
PAS
SPE (1)
STAPL
GEDAE
PARTI (?)

dimensions 
3
5
?
?
2
2
2
?
?

module independence 
Y
Y
?
N
Y
Y
Y
?
?

reconfiguration 
R
R
?
R
?
L/R
L
?
?

fixed cube size
R
R
?
R
?
L/R
L/R
?
?

streaming 
?
?
?
N
?
Y/N
?
?
?

overlap 
?
Y
?
?
?
Y
Y
?
?

distribution 
  striped 
Y
Y
?
Y
Y
Y
Y
?
?

distribution replicated 
?
Y
?
?
?
Y
Y
?
?

distribution tiled 
N
N
?
?
?
Y/N
Y
?
?

redistribution 
Y
Y
?
?
?
Y
Y
?
?

uneven distribution
?
Y
?
N
?
Y
Y
?
?

multiple input port
Y
Y
?
Y
?
Y
Y
?
?

multiple output  port
Y
Y
?
Y
?
Y
Y
?
?

processor topology
Y
N
?
Y
?
N
Y
?
?

pipeline support
?
?
?
?
?
?
?
?
?

SPMD support
?
?
?
?
?
?
?
?
?


  (1) For the SPE, the first answer is for port-to-port communication, the
 second is for intra-program data reorganization.

D: Example Application of the API

 To help grasp the API more easily this example, though not readily applicable to signal processing, serves to illustrate the concepts and components of the Data Reorganization Interface library. The second part of this message is an attempt to understand how the DRI API could be used to implement this example a couple different ways.
 

 Example Description:  


  The first task reads blocks of data from either a real-time sensor or   a disk file. The data are composed of a number of 16-bit samples of   a time sequence, 800 samples per sequence. Each block contains 5000   of these sequences. Altogether, there are 200 blocks of data to be   processed.
 
  The second task takes a block of data from the first task and for   each time sequence, filters, re-samples, and otherwise processes the   data to produce sequences which now have 1024 32-bit complex values   per sequence; there are still 5000 sequences per block. Each sequence   can be processed independently.
 
  The third task takes transposed blocks from task 2 and, for each 20   blocks, interpolates them into an image, producing a 1024x1024 image,   one byte per element. Each row (i.e., a given sample across   sequences) can be processed independently. The resulting image is   transposed from the "standard" image orientation used by other   downstream application programs and displays.     Just to make this interesting, a fourth task takes the output of task   2 and writes it directly, block for block, to disk.
 
 Functional Block Diagram
  




Data Shape Objects:
 
  #1: x= 800, y=5000, eltsize=2 bytes
  #2: x=1024, y=5000, eltsize=8 bytes
  #3: x=1024, y=1024, eltsize=1 byte
 
 Coding Examples
 
  There are two distinct ways of writing this application: one,  called SIMD here, in which a single program does each task one after the   other; and the second, referred to as pipeline, in which there are four   separately compiled programs running in parallel.
 
  The  ‘reshape now” function call has been separated into two parts   to unify the API for the SIMD and pipeline methods.  Also,   whether the user or the library provides the   buffer address (who does the malloc) has been omitted. Arguments have been left out of the   API calls (e.g., overlap) and other issues have been ignored to simplify   the examples.


  In the example code, functions in the Data Reorg API begin with ‘DRI_’.
 
 SIMD Code
 
  // Setup -- declaring all the data objects
  // In all the object creation calls below, the first argument
  // is the new object returned to caller.
 
  // Declarations of Data Shapes the application will use.
  // There is one object per connection source, or interconnected
  // net as we used to say in the digital hardware business.
 
  DRI_create_data_shape_obj(shape1, X= 800, Y=5000, size=2)
  DRI_create_data_shape_obj(shape2, X=1024, Y=5000, size=8)
  DRI_create_data_shape_obj(shape3, X=1024, Y=1024, size=1)
 
  // Declarations of the Partitionings needed by the various
  // algorithms. There is one object per connection point for
  // the various nets.
 
  DRI_create_partition_obj(part_task1out, PART_X, shape1)
  DRI_create_partition_obj(part_task2in, PART_X, shape1)
  DRI_create_partition_obj(part_task2out, PART_X, shape2)
  DRI_create_partition_obj(part_task3in, PART_Y, shape2)
  DRI_create_partition_obj(part_task3out, PART_Y, shape3)
  DRI_create_partition_obj(part_task4in, PART_X, shape2)
 
  // Declarations of process sets.
  // (There is only one process group/set in SIMD.)
 
  DRI_create_proc_group (process_group, ALL)



 
  // Now that we know the process set, we can create the actual
  // memory layout objects. Let's assume for now that the memory
  // buffers that will be used by the application are malloced
  // in here and provided as part of the layout object.
  // Note there is one per connection point for the various nets.
 
  // The layout objects can trace their lineage all the way back to
  // the Data Shape objects, and therefore each layout object
  // also contains all information about the connections needed
  // to move data to the other end points of the same Data Shape
  // object. So it doesn't seem that we need to have any further
  // object type to describe each end point.
 
  DRI_create_layout_obj(layout_task1out, part_task1out, process_group)
  DRI_create_layout_obj(layout_task2in, part_task2in, process_group)
  DRI_create_layout_obj(layout_task2out, part_task2out, process_group)
  DRI_create_layout_obj(layout_task3in, part_task3in, process_group)
  DRI_create_layout_obj(layout_task3out, part_task3out, process_group)
  DRI_create_layout_obj(layout_task4in, part_task4in, process_group)
 
  // Processing -- with reshape steps intermixed.
 
  for each of 200 input blocks
 
  // Task 1 is disk I/O using layout object layout_task1out
  read_data_from_disk(layout_task1out)
 
  // tell the Data Reorg library that data is now available in
  // the form needed for output from task 1
  DRI_data_available(layout_task1out)
 
  // we need data in the form for input to task 2
  DRI_need_data(layout_task2in)
 
  // Task 2 -- do processing based on the task 2 input and
  // output layout objects
"<compute -- use accessor functions to get object information such as number of rows to be processed>".

  
 
  // data is now available in the form for output from task 2
  DRI_data_available(layout_task2out)
 
  // we need data in the form for input to task 3
  DRI_need_data(layout_task3in)
 
  // Task 3 -- incorporate the data block into the current image
  // based on the task 3 input and output layout objects
  < compute, compute, ...  
 
  if 20th buffer, an image is done
  DRI_data_available(layout_task3out)
  // subsequent unspecified image post-processing goes here
 
  // we need data in the form for input to task 4
  DRI_need_data(layout_task4in)
 
  // Task 4 -- output to disk based on the task 4 layout object
  write_data_to_disk(layout_task4in)
 
  end for each input block
 
 
 Pipeline Code
 
  // Task 1 -------------------------------------
 
  // Setup -- declaring the data objects
 
  DRI_create_data_shape_obj(shape1, X= 800, Y=5000, size=2)
  DRI_create_partition_obj(part_task1out, PART_X, shape1)
  process_group = get_proc_group(MPI_COMM_TASK1)
  DRI_create_layout_obj(layout_task1out, part_task1out, process_group)
 
  // Processing loop: read blocks from disk and send downstream
 
  for each of 200 input blocks
  < read_block from disk  
  DRI_data_available(layout_task1out)
 
  // Task 2 -------------------------------------
 
  // Setup -- 

"//Setup": "How do other processes get the same initializing information?  Avoid all-to-all communications here."



 
  DRI_create_data_shape_obj(shape1, X= 800, Y=5000, size=2)
  DRI_create_data_shape_obj(shape2, X=1024, Y=5000, size=8)
  DRI_create_partition_obj(part_task2in, PART_X, shape1)
  DRI_create_partition_obj(part_task2out, PART_X, shape2)
  process_group = get_proc_group(MPI_COMM_TASK2)
  DRI_create_layout_obj(layout_task2in, part_task2in, process_group)
  DRI_create_layout_obj(layout_task2out, part_task2out, process_group)
 
  // Processing loop: process blocks
   while true
  DRI_need_data(layout_task2in)
  < compute, process, etc. ...  
  DRI_data_available(layout_task2out)
 
 
  // Task 3 -------------------------------------
 
  // Setup -- declaring the data objects
 
  DRI_create_data_shape_obj(shape2, X=1024, Y=5000, size=8)
  DRI_create_data_shape_obj(shape3, X=1024, Y=1024, size=1)
  DRI_create_partition_obj(part_task3in, PART_Y, shape2)
  DRI_create_partition_obj(part_task3out, PART_Y, shape3)
  process_group = get_proc_group(MPI_COMM_TASK3)
  DRI_create_layout_obj(layout_task3in, part_task3in, process_group)
  DRI_create_layout_obj(layout_task3out, part_task3out, process_group)
 
  // Processing loop: process blocks
 
  while true
  DRI_need_data(layout_task3in)
  < compute, process, etc. ...  
  if 20th buffer, an image is done
  DRI_data_available(layout_task3out)
 
 
  // Task 4 -------------------------------------
 
  // Setup -- declaring the data objects
 
  DRI_create_data_shape_obj(shape2, X=1024, Y=5000, size=8)
  DRI_create_partition_obj(part_task4in, PART_X, shape2)
  process_group = get_proc_group(MPI_COMM_TASK4)
  DRI_create_layout_obj(layout_task4in, part_task4in, process_group)
 
  // Processing loop: read incoming blocks and write to disk
  while true
  DRI_need_data(layout_task4in)
  < write block to disk  

Journal of Development

· This contains rationale for decisions made by the group - need to scavenge minutes for critical decisions and place here.

· Not sure if "journal of development" is the right terminology here.
INDEX
Figure 3-1: Opacity of Transfer / Transpose Operation
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